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Introduction
Amazon’s software recommended terminations for warehouse workers whose 
productivity scores fell below algorithmically tracked thresholds.1 Delivery 
drivers for the company also report being fired by an algorithm.2 Those workers 
received termination notices without explanation and could not tell whether any 
human being had been involved in the process.

Examples like these from Amazon are not outliers. Rather, this approach reflects the current 
direction of American workplace management. Software that screens, ranks, disciplines, 
and terminates workers is commonly referred to as automated decision systems (“ADS”) and 
employers now deploy them at scale in warehouses, call centers, delivery platforms, hotels, and 
corporate offices across every state. Around 4 in 10 U.S. workers report that they receive their 
schedules or assignments from automated systems.3 Workers subject to ADSs often do not know 
they exist; instead, they receive a warning or termination notice, but have no way to know 
whether a human being was involved in the decision, what data was used, or whether that data 
was accurate. 

American workers who lack union 
just-cause protection

American workers get schedules or 
tasks from automated systems

Voters who support human decision-
makers in matters of employment

out of

Existing law has no mechanism for addressing potential unfairness in these decisions. Most 
workers are “at will” and so can be fired for almost any reason or no reason at all. Anti-
discrimination law generally requires a worker to be able to show that discrimination occurred 
and to establish a causal link between the bias and the decision—a burden that ordinarily depends 
on access to information about how a decision was made.4 Yet algorithmic management makes it 
substantially harder to prove these elements. 

The principle of meaningful human oversight—sometimes described as keeping a human in the 
loop—for consequential employment decisions addresses this gap. Its core requirement is narrow: 
when an employer relies on an automated system to discipline or terminate a worker, a human 
reviewer with the authority and information to reach an independent judgment must be part of 
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the process, and not merely a rubber stamp for the system’s output. Implementing this principle 
requires providing advance notice when such systems are deployed, giving workers the right to 
access their own data used in such decisions, and creating a structured appeal process. What this 
principle requires of employers is comparable to processes they already handle under existing laws 
and policies. 

The political moment is strong. A 2026 AFL-CIO survey found that 95% of working registered 
voters support requiring a human to be the final decision-maker on matters affecting an individual 
worker’s employment.5 State legislatures are already codifying the principle of meaningful human 
oversight in domains other than employment. And regulation of ADSs, including its use in the 
workplace, has already passed in states like Colorado, Illinois, and Connecticut. Those who lead on 
this issue will be on the right side of both public opinion and the arc of pro-worker AI regulation.6

  The Systems and What They Do  

ADSs in the employment context are software that analyze workplace data to produce outputs 
that employers can use in personnel decisions, and their deployment has been rapid and largely 
invisible to the workers affected by them. ADSs perform three primary functions.

  Ranking systems score or compare workers using productivity, manager evaluations, and 
customer ratings, generating alerts and recommendations that determine compensation, 
preferred shifts, or discipline flags. For example, Centrical collects real-time performance data 
to produce gamified worker rankings displayed on manager dashboards.7 WorkTime monitors 
computer activity and generates distraction scores.8 Harver uses behavioral assessments to rank 
job candidates.9 Like the predictive and real-time systems described below, ranking tools are 

1. The Problem: Algorithmic Management in Today’s Workplace
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concerning because the scores that determine pay, shifts, and discipline are generated by opaque 
formulas the worker never sees, cannot verify, and cannot meaningfully contest—and because 
they can entrench existing bias while presenting it as an objective metric. 

  Predictive systems use personal information like location data, purchase history, survey 
responses, and HR records to forecast performance, stress tolerance, or likelihood of organizing 
activity.10 One company, Perceptyx, analyzes employee surveys and HR data to predict 
engagement, retention risk, and union vulnerability, which highlights to managers the risk of 
organizing activity. Other tools assess applicants’ financial records as proxies for fraud risk.11 
Though there is nothing wrong with evaluating employee engagement, “accurately predicting 
people’s social behavior is not a solvable technology problem.”12 And employers are deploying 
these tools at scale with no obligation to disclose their use.

  Real-time direction systems use surveillance data to deliver task assignments and set pace 
with no human intermediary. In warehouses, algorithmic systems track worker movement down 
to the second, triggering automatic discipline when workers fall short of opaque productivity 
quotas.13 Hotel platforms assign housekeeping tasks based on real-time check-in data, even 
if it requires workers to change floors constantly, and security platforms dispatch patrols 
algorithmically.14 When the boss is an algorithm, there is no one to explain a decision, respond to 
a concern, or exercise judgment when something unusual occurs.
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  Who Bears the Burden of Algorithmic Management

The burden of algorithmic management is not felt equally. 
Sixty-five percent of White workers report at least some form 
of electronic monitoring at work, compared to 82% of Black 
workers and 73% of Hispanic workers.15 Black and Hispanic 
workers are concentrated in the sectors where algorithmic 
management is most intensive and its consequences most 
immediate, such as warehousing, delivery, and food service.16 

Many workers subject to these systems do not know they 
exist. They receive a rejection or a termination notice with no 
way to identify whether a human was involved, what data was 
used, or whether that data was accurate.

  Why Existing Laws Fail This Moment

The absence of transparency about use of these systems weakens workers’ already limited legal 
protections. At-will employment means that most workers have no real basis for challenging 
an employment decision as unfair, whether or not ADSs are involved. After all, the collapse of 
unionization rates—from representing one third of the American workforce in the 1950s to 10% 
today—means the due-process protections that union contracts provide (just-cause provisions, 
grievance procedures, neutral arbitration) are unavailable to the vast majority of America’s workers.17 

Anti-discrimination law—one of the few ways most workers can challenge an unfair employment 
decision—generally requires a worker to show that discrimination occurred and to establish 
causation.18 Each step becomes substantially harder when the decision-maker is opaque. 
Employers are not required to disclose that ADSs are in use, and the systems themselves are 
typically treated as proprietary—even though workers and human reviewers may need to 
understand how an output was generated in order to evaluate or contest it.19 

Ongoing attacks on disparate impact doctrine sharpen this problem further.20 This anti-
discrimination framework is uniquely important for challenging algorithmic decisions. It is often 
difficult to show that employers using AI systems have discriminatory intent. But the AI systems 
often produce discriminatory outcomes by learning from biased data, sometimes relying on 
proxies for protected traits such as ZIP code.21 A disparate-impact claim is often the only viable 
way to challenge employment decisions made by an AI system, and the discovery it opens can be 
the only means by which a worker learns how an opaque model reached its decision.22  
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Requiring employers to answer for excluding qualified people without justification also creates an 
incentive to test for and correct bias before deployment, when less discriminatory alternatives that 
preserve accuracy are typically still available.23 Yet this framework for challenging unnecessary 
practices that produce discriminatory results is itself under sustained assault. In 2025, the EEOC 
chose to halt investigations into disparate impact claims, thus limiting further the tools available 
to workers to address algorithmic discrimination.24 

Workers across the economy are already living in an algorithmically managed workplace, but the 
legal infrastructure to protect them has not kept pace. The meaningful-human-oversight principle 
addresses that gap, with targeted requirements consistent with existing employer obligations and 
manageable by HR functions that already handle comparable processes.

2. Operationalizing the Principle of Meaningful Human Oversight

Current law in most states imposes no obligations on employers who deploy algorithmic systems 
to discipline, suspend, or terminate workers. The elements described below would change that, but 
they would not prohibit employers from using AI tools, and they do not change at-will employment. 
For the category of employment decisions where algorithmic management is most consequential, 
such as discipline and termination, this approach would require due process, including a human 
making the decision and the right to appeal to a human. These protections would apply to all 
workers subject to algorithmic management, including gig workers and independent contractors. 

The principle of meaningful human oversight can be operationalized by a statute that contains the 
set of protections below: a human making the decision is its core, but that is only effective when 
paired with notice, access to the underlying data, a route to appeal, and protection from retaliation. 
The five elements are summarized here and detailed in the subsections that follow.
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Human ownership of the decision. A person with authority must review any 
automated recommendation to discipline or terminate a worker before it is final.

Notice and transparency. Workers get advance notice that an automated system is    
in use, and notice after the fact when one is used for an adverse decision.

Data access. Workers can obtain the recent data used against them and correct it.

Appeal. Workers can appeal to a human not involved in the original decision, backed 
by a private right of action.

Anti-retaliation. Workers who assert these rights are protected from retaliation.

  Human Ownership of the Decision

Covered employers may not rely primarily on an ADS for discipline, termination, or deactivation 
decisions. When an ADS plays a role in such a decision, a human reviewer must examine the 
output and consider other relevant information before the decision is finalized.

This requirement operates as a check in case the ADS is missing relevant context for the decision. 
For example, a recent lawsuit against Meta challenged its use of AI token consumption as a factor 
in layoff decisions without the context that some employees were on leave during the time they 
were being evaluated.25 

The requirement also addresses the well-documented problem that algorithmic systems 
can inherit the biases of previous decision-makers and reproduce existing patterns of 
discrimination.26 When managers receive an unjust algorithmic recommendation, experimental 
research indicates they may follow it at a statistically significant rate rather than correcting it.27 
If a human reviewer is required to independently examine the ADS output and consider the full 
context, that may partially address the problem but it may not be sufficient. 

At a glance: operationalizing the principle of human oversight
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  Notice and Transparency

Workers must receive advance written notice before an ADS is deployed for significant 
employment-related decisions—including decisions about disciplining or firing. When an adverse 
action primarily relies on an ADS, the worker must be notified that an automated system was used 
and given a human to contact for more information. These requirements do not compel disclosure 
of proprietary algorithms. 

Transparency matters because workers who receive a termination notice today typically do not 
know whether a human or an algorithm made the decision, what data was considered, or whether 
that data was accurate. 

As a matter of basic fairness, pre-use notice allows workers to understand the system they are 
operating under, and post-use notice helps them clarify the basis for a decision and determine 
whether they have grounds to challenge it. Together, these requirements create an informational 
foundation for accountability.

  Data Access Rights

Under the framework proposed here, workers would have a right to request a copy of the twelve 
most recent months of their own data primarily used in an ADS-driven discipline or termination 
decision. Employers must provide that data and inform workers, and where applicable their 
unions, of their right to access and correct it. Ideally, workers would also be told what data an ADS 
collects and be given the opportunity to consent before it is used in a covered decision. The right is 
limited to the worker’s own data and to the specific decisions covered by the statute.

In practice, this looks like a delivery driver whose productivity tracker recorded low output because 
a GPS error logged excessive idle time, or a warehouse worker whose scanner malfunctioned during 
an evacuation drill, requesting the underlying data and verifying its accuracy before or after 
challenging the decision. Under current law, neither worker has any right to see the data being used 
against them. Transparency about data collection is itself a form of fairness and accountability.

Contents

9

1800 Sutter Street, Suite 210 | Concord, CA 94520 | info@niwr.org   /  1828 L Street, NW, Suite 600 | Washington DC 20036

Workers who can see what information is being collected about them, and how 
it feeds into consequential decisions, are better positioned to understand the 
system they are working under and make informed choices about how they work.

mailto:info%40niwr.org?subject=AI%20is%20Not%20the%20Boss%20of%20Me


NIWR   |   AI is Not the Boss of Me

  Appeal Process and Enforcement

Workers should also be able to appeal an ADS-driven adverse decision to a human reviewer not 
involved in the original determination, with access to full documentation of the ADS output 
used. And if employers do not comply with the requirements of meaningful human oversight, 
then workers need to be able to sue to hold their employer accountable. The two enforcement 
mechanisms are complementary: the internal appeal provides first-line resolution within the 
employment relationship, while a private right of action provides the backstop when that process 
fails or is unavailable. 

States should include a private right of action backed by meaningful damages. Unfortunately, New 
York City’s experience demonstrates that agency enforcement alone is insufficient.28 New York 
City’s Automated Employment Decision Tools law (Local Law 144 of 2021, enforced beginning July 
2023), heralded as the first ADS regulation in employment, offers a cautionary example of what 

inadequate legislation looks like.29 Penalties for first violations max out at $500 and subsequent 
violations max at $1,500 per day—costs that are easily absorbed by large employers.30 There is also 
no private right of action.31 A 2024 analysis found that more than a year into the law’s operation, 
most major employers had not conducted or published the required bias audits, and enforcement 
remained minimal.32 The lack of enforcement also reflects a broader national pattern in which the 
agencies responsible for enforcing worker protection statutes are chronically underfunded and 
increasingly outmatched by the scale and speed at which algorithmic systems operate.33 

But the efficacy of that law was also seriously undercut by its narrow scope: excluding even 
termination decisions.34 The law required only that employers notify candidates at least ten 
business days before using such a tool to screen candidates for hire or employees for promotion, 
and only those that substantially assist or replace discretionary decision-making. That narrow 
scope is a large part of why it does little to close the human-oversight gap this brief addresses.

The federal No Robot Bosses Act (H.R. 6371) provides a better model.35 It includes statutory 
damages of $5,000–$20,000 per violation (up to $40,000 for willful violations) plus attorneys’ 
fees, prohibition of predispute arbitration agreements and class action waivers, and State Attorneys 
General authority to bring parens patriae actions.36 Statutory penalties are also appropriately 
indexed to inflation so that their deterrence value does not erode over time.37 
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  Anti-Retaliation Protection

Workers who assert rights under the law are protected from discharge, discipline, or other 
retaliation, enforceable through the relevant state labor agency (for example, a state Labor 
Commissioner or Attorney General) and by workers themselves. Without enforceable anti-
retaliation protections backed by a private right of action, the rights above become practically 
unenforceable for workers in vulnerable employment situations. The power asymmetry between 
employer and worker makes voluntary compliance insufficient on its own.

Background Checks: A Similar Requirement. Similar due process requirements are already part of 
federal law under the Fair Credit Reporting Act (FCRA). The FCRA requires employers who use third-
party background reports to provide stand-alone written disclosures before obtaining a report, 
secure written authorization from the applicant, and deliver pre-adverse action notice—including 
a copy of the report—before rejecting a candidate based on its contents.38 The FCRA’s notice and 
disclosure obligations apply to all employers regardless of size.39 So even the smallest employers 
should be familiar with the basic practice of notifying workers and applicants when information is 
used against them.

The FCRA also illustrates what a meaningful review step looks like in practice. Before an employer 
may take final adverse action based on a third-party background report, it must give the worker 
a copy of the report and a written summary of rights, and then wait a reasonable period before 
finalizing the decision, so the worker can respond and correct inaccuracies.40 The waiting period 
is critical. It rests on the premise that a report assembled at a distance from the worker may be 
wrong, and that the worker is the person best positioned to say so. A meaningful-human-oversight 
requirement for ADS-driven discipline or termination would work the same way: notice, a genuine 
opportunity to correct the record, and a human decision-maker who must consider the response 
before the action becomes final.
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The FCRA’s implementation record also shows which design choices matter. Employers rarely run 
the process themselves. They buy it from the screening company, which scores the report against 
a pre-loaded “adjudication matrix” of disqualifying offenses and issues the required notices on an 
automated clock—one major vendor defaults to seven calendar days, though advocates report that 
correcting an inaccurate report takes at least two weeks.41 Compliance breaks down at the notice 
step: employers and screening companies paid more than $325 million to settle FCRA claims in the 
decade ending in 2019, and Amazon itself settled such a claim for $5 million in 2018, brought by an 
applicant denied a job on the basis of a report he was never shown.42 

This record identifies what a human-oversight statute should do differently than the FCRA: set a 
defined minimum response period rather than a “reasonable” one, require that notice reach the 
worker before an adverse determination goes to the decision-maker, and include a private right 
of action, since federal enforcement here has focused almost entirely on the reporting companies 
rather than the employers who act on their reports.43

3. Existing Models: What Implementation Looks Like

Critics may argue that these requirements will force companies to redesign their operations from 
the ground up. But we actually have recent examples of this kind of regulation in action—not from 
ADS regulation per se, but from legislation targeted at deactivation of app-based gig workers. We 
also have examples of non-union employers voluntarily providing their employees with this kind of 
due process. This record indicates that the required processes are manageable for employers.
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  Seattle and Minnesota: Gig Worker Deactivation Laws

Gig workers, including rideshare drivers, delivery couriers, and domestic workers, face the 
most acute version of algorithmic management. As some of the most precarious workers, they 
are the canaries in the coal mine. When an app-based worker is deactivated, they lose access to 
the platform entirely and often their primary income source instantly, with no notice and no 
avenue for appeal. The decision is typically made by an automated system processing complaints, 
ratings, or performance data. In many cases, workers are not told why they were deactivated or 
even which data triggered the decision.

Seattle became the first jurisdiction in the country to regulate app-based deactivations with 
Ordinance 126878 in 2023.44 The ordinance bars deactivations based solely on customer ratings 
or unsubstantiated complaints and requires companies to demonstrate a policy violation by a 
preponderance of the evidence, applied consistently and proportionately.45 Companies must 
provide 14 days’ advance written notice with access to all records relied upon.46 Workers may 
contest the deactivation within 90 days, and the company must respond within 14 days through 
an individual with authority to reinstate the worker.47 The Seattle City Council’s legislative 
findings documented that consumer-sourced rating systems are highly likely to be influenced 
by bias on the basis of race or ethnicity, and that many platforms do not have processes to 
substantively reconsider a deactivation based on a case-by-case human review.48 

Platform companies quickly challenged the ordinance.49 Uber and Instacart argued it violated 
their First Amendment rights by compelling disclosure of deactivation policies.50 In March 2026, 
the Ninth Circuit affirmed the denial of a preliminary injunction against the ordinance in Uber 
Technologies, Inc. v. City of Seattle, holding that it regulates nonexpressive conduct, specifically the 
unwarranted deactivation of worker accounts, and that any incidental burden on the companies’ 
speech is not constitutionally significant.51 The court noted that the ordinance requires disclosure 
only to directly affected workers, not to the general public.52 Seattle’s platform operations have 
continued without disruption.
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Minnesota followed in 2024 with comparable protections for ride-hail drivers under Minn. 
Stat. § 181C.04. The Minnesota law requires plain-language written policies, written notice of 
deactivation stating the reason and the driver’s right to appeal, at least 30 days to appeal, during 
which the driver may submit additional information that the company must consider before 
responding within 15 days, and independent driver advocacy organizations contracted to provide 
workers with free representation.53 Where a purely technical error causes an unintentional 
deactivation, the driver is entitled to compensation for the period they were locked out, up to 
21 days.54 Minnesota’s experience points the same way: the deactivation protections took effect 
in December 2024 as part of a statewide compromise that resolved an earlier standoff over 
driver pay, and both Uber and Lyft continued operating across the state—now contracting with 
independent driver-advocacy organizations to help drivers appeal deactivations, as the law requires.55 

  New York City

New York City sought to extend this model in 2026. After overriding Mayor Adams’s veto, the City 
Council enacted Local Law 52, requiring just cause, fourteen days’ advance notice, progressive 
discipline, and a challenge process before a high-volume for-hire vehicle service may deactivate a 
driver.56 But Uber and Lyft challenged the law as unconstitutional, and one week before the law 
took effect, the Southern District of New York preliminarily enjoined it in full.57 As of this writing, 
the decision is on appeal by the City.

The ruling is narrower than it first appears, and its reasoning is instructive for drafters. It rested 
entirely on the Constitution’s Contracts Clause, which restricts legislation that impairs existing 
contractual obligations. That constraint has little purchase on the human oversight principle as 
applied to the general workforce. It may have force where a statute arguably changes the terms of 
an existing platform-worker agreement, as with Uber and Lyft.
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Protection Seattle (2023) Minnesota (2024) New York (2026)

Platform must maintain a plain-
language written policy stating the 
grounds on which a driver may be 
deactivated.

Just cause required, 
with progressive 
discipline before 
deactivation.

May not deactivate based solely 
on customer ratings; requires 
just cause established by a 
preponderance of the evidence.

Grounds for 
deactivation

Written notice at the time of 
deactivation, stating the reason 
and the driver’s right to appeal; 
a warning is required before 
deactivation unless the conduct is 
defined as serious misconduct.

14 days’ advance 
written notice.

14 days’ written notice before 
deactivation.

Notice

Access to the records supporting the 
stated reason for deactivation.

Access to the data 
underlying the 
decision.

Access to the records the 
platform relied upon in making 
the decision.

Access to Data

At least 30 days to appeal; the 
company must respond within 
15 days. Independent driver 
advocacy organizations provide 
free representation, and external 
reviewer permitted.

Challenge process 
available before 
deactivation takes 
effect.

90-day window to contest the 
deactivation, with review by a 
human.

Appeal and 
human review

In effect Preliminarily enjoined 
in July 2026; decision is 
on appeal.

In effect.Status

Deactivation-protection laws for app-based workers, by jurisdiction.

Two unique features of the law also drove the analysis. First, the law reached backward, 
permitting drivers to petition for reinstatement based on deactivations occurring up to seven 
years before enactment.58 Second, the court found that the legislative record did not address 
the law’s consequences for the broader public—passenger and pedestrian safety, service costs, 
or public expenditures—and concluded on that record that the law was likely enacted for the 
benefit of a narrow class rather than in service of a general social or economic problem.59 These 
are the kinds of issues that could be addressed through careful drafting and a more developed 
legislative record for future laws.
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  The Broader Workforce: Existing Employer Practices Provide a Model

What Seattle and Minnesota require of platform companies is what the human oversight principle 
would require of all employers for their most consequential decisions, and it is comparable to 
what some companies already do voluntarily.

IBM’s Open Door process, for example, allows any employee to request that a senior manager 
investigate a workplace decision, or to convene a randomly selected panel of three employees and 
two managers to review a challenged determination.60 IBM has maintained this process across 
decades for a variety of employment decisions.61 The approach is simple: it requires only reviewers 
with authority, access to relevant data, and a process through which the worker can be heard. 

FedEx offers a second long-standing example, and one that also reaches a largely non-union 
workforce. Its Guaranteed Fair Treatment Procedure lets a worker contest an adverse decision, 
including a termination, through successive levels of review. Like IBM, FedEx adopted the 
procedure voluntarily. Both are simply how some large employers have chosen, for decades, to put 
a human check on consequential personnel decisions even absent any collective-bargaining or 
legal obligation to do so.62 

HR departments at companies also routinely handle some comparable review processes. 
Besides background checks under the FCRA, accommodation requests under the ADA and 
Pregnant Workers Fairness Act (“PWFA”), medical leave certifications under the FMLA, and 
internal grievances all require individual case review, documentation, and a response within 
defined timeframes. These examples illustrate that human review of employment decisions 
is operationally familiar. When these laws were debated, employer groups raised the same 
objections now leveled at requirements for algorithmic employment decisions. 
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4. Addressing Objections

Opposition to the principle of human oversight in algorithmic employment decisions, led by 
business associations in jurisdictions where it has been debated, raises several objections. Each 
points toward calibration in how the principle is implemented, not toward abandoning it.

  Objection 1 

These requirements are too broad, impose excessive compliance costs, and will 
chill innovation in AI tools that could actually reduce bias.

A coalition led by the California Chamber of Commerce argued that laws like 
California’s 2025 proposal (SB 7) “broadly target businesses of all sizes, across every 
industry, and regulate even low-risk applications of automated decision systems (ADS) 
or where there is human involvement in a decision in addition to the ADS,” warning 
that requirements would be costly and produce a “chilling effect on the technology 
and make it that much harder to develop the very tools that can help combat bias in 
decision making.63

These arguments have significant problems.

  Response: “Chills innovation.” The argument is that regulation will inhibit the 
development of AI tools that reduce bias, but the current unregulated environment 
has produced tools that demonstrably reproduce bias, as documented in the academic 
literature on algorithmic prediction.64 Accountability requirements are what create 
market pressure for better, less biased tools. As to the general “chill innovation” claim, it 
is difficult to believe that such a modest increase (if any) in the cost of using these tools 
would significantly impact adoption and therefore innovation.

  Response: Cost. Terminations and serious disciplinary actions are not everyday 
events. Calibrating the requirement to high-stakes decisions (discipline, termination) 
limits both the scope of the obligation and the frequency of its invocation. 

Furthermore, HR infrastructure to enable regulatory compliance already exists. When 
Congress debated the FMLA, employer groups warned that compliance would be 
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costly and disruptive; studies after enactment found little or no effect on productivity, 
profitability, or costs, and benefits, such as reduced turnover, that offset the expense.65 
Similarly, when Congress passed the ADA in 1990, some warned it would impose undue 
administrative burdens. But many states had already enacted their own disability 
antidiscrimination laws, and a substantial number already required reasonable 
accommodation—so for a large share of employers the ADA extended review and 
documentation practices they were already running rather than creating them.66 Both 
statutes require individualized review, documentation, and response within defined 
timeframes. 

More recently, when Congress passed the Pregnant Workers Fairness Act and the PUMP 
for Nursing Mothers Act together in late 2022, employers again raised burden-and-cost 
objections, yet most complied by extending the accommodation and documentation 
processes their HR departments already ran under the ADA and FMLA.67 In each case 
employers were able to adapt. 

  Response: Breadth. The breadth concern is addressable through scope. The California 
Chamber of Commerce itself conceded that it appreciated “concerns over employees being 
disciplined or terminated solely based on automated tools”, and its objection was that SB 
7 was not tailored to those scenarios.68 That is an argument for precise scoping, not for 
inaction. A framework focused on high-stakes decisions like discipline and termination—
the decisions that most directly threaten a worker’s livelihood—addresses the concern 
while preserving the core accountability requirement. Indeed, the 2026 version of the bill 
in California is narrower and uses such a framework.69
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   Objection 2 

Certain automated decision systems should be permitted to drive decisions, 
particularly where safety is involved or where customer feedback is a legitimate 
performance metric.

Employer groups have argued that some ADS applications serve legitimate purposes 
that blanket human-oversight requirements would compromise. They assert that 
ADS can detect workplace safety violations and that requiring independent human 
corroboration before acting is overly cumbersome.70 They have also argued that 
customer ratings are a meaningful performance indicator, especially in roles where 
supervisors “are not always present,” and that the principle of not relying primarily 
on customer ratings is overbroad.71 

These arguments identify an implementation question, but not a reason to 
abandon the principle. 

  Response: Safety. Safety-triggered actions and performance-driven terminations 
are categorically different, and legislation can reflect that distinction. A rideshare 
platform that receives a serious safety complaint has every reason to suspend a driver’s 
access immediately, and nothing in a human oversight requirement should prevent 
that. What the requirement addresses is what would happen next, like whether a 
human being reviews the underlying data and considers the full context before that 
suspension becomes a permanent deactivation. Speed in the face of a safety concern 
and accountability in the decision to permanently end someone’s livelihood are not in 
conflict. A framework focused on discipline and termination can protect both values.

  Response: Customer Ratings. Customer ratings can be a meaningful performance 
indicator. But as the Seattle City Council and researchers have found, consumer-sourced 
rating systems are highly likely to be influenced by bias on the basis of race or ethnicity.72 
Seattle’s solution was not to ban the use of customer feedback but to prohibit deactivation 
based solely on ratings. Platforms can still use ratings as one input among others. 

  Response: Due Process. Fundamentally, the meaningful human oversight principle 
is about due process. Algorithmic outputs are inferences drawn from data that may be 
inaccurate, biased, or collected under conditions the worker could not control. Human 
review is not about slowing down legitimate enforcement. It is about ensuring that the 
data being acted upon is actually what it appears to be, and that the decision reflects the 
full legal and factual context a worker is entitled to have considered.
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  Objection 3: 

An appeal requirement imposes impracticable burdens on small employers and 
undermines at-will employment.

Opponents have argued that an appeal requirement is “not necessary to ensuring a 
human is in the loop,” that it is “contrary to at-will employment,” and that it would 
“grind workplaces to a halt and create unnecessary hurdles to everyday decisions.”73 
They also asserted that small employers, particularly those in which a single manager 
handles all personnel decisions, could not provide a reviewer “not involved at all in the 
original decision.”74

These arguments are easily resolved.

  Response: At-will. The at-will argument misunderstands what is being required. At-
will employment means an employer can fire a worker for any lawful reason, even if not 
job-related. The human oversight principle does not change that. An employer can still 
reach the same decision after a human review. The employer does not have to give a good 
reason; it must simply give a reason and give the worker a chance to respond. This is a 
process requirement, not a substantive constraint on the termination decision itself.

  Response: Unnecessary Hurdles. The “grind workplaces to a halt” argument is vastly 
overstated. Terminations and serious disciplinary actions are not everyday occurrences for 
most employers, which is in part why the burden is modest. And the window for workers 
to appeal should be relatively short, as it is in most such laws. That process does not grind 
workplaces to a halt, and giving workers due process—particularly when AI is involved in 
making a consequential employment decision—is far from an “unnecessary hurdle.”
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  Response: Small Employers. For smaller employers with limited HR capacity, the 
solution Minnesota found workable for its deactivation law applies equally here: 
designation of an external reviewer, such as a contracted HR professional or an industry 
association service.75 Outsourced human-resources providers—professional employer 
organizations and payroll-and-HR firms such as Paychex, ADP, or TriNet—already supply 
exactly this kind of third-party review and administration to small employers, and 
could readily absorb the modest additional task of an independent ADS review. The ADA 
and FMLA also demonstrate that tiered obligations based on employer size are another 
possibility for balancing small-business concerns with worker protections, though there 
are of course serious tradeoffs in worker protection with this approach.

  Response: Appeal Not Necessary. The argument that appeal rights are “not necessary 
to ensure a human is in the loop” might be reasonable except for the research indicating 
that when managers receive an unjust algorithmic recommendation, they often follow 
it rather than correcting it.76 Requiring human ownership of the initial decision should 
help address this issue, but it will be difficult to detect when managers simply rubber-
stamp the AI recommendation. When a human reviewer on appeal must document their 
decision and provide a reason in writing to the worker, there should be fewer arbitrary 
decisions. And knowing that a human may review an appeal should incentivize the initial 
manager to not simply defer to the AI.
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Conclusion

The warehouse worker who received an automated termination notice had no way 
to know whether a human reviewed her case, no right to the data used against 
her, and no structured process to contest the decision. Under a human oversight 
requirement, she would have had all three.

The meaningful-human-oversight principle does not prevent employers from 
using AI. Instead, it prevents using AI to eliminate accountability from the most 
consequential decisions employers make about workers’ lives. It asks for a human 
reviewer, access to data, and due process. Existing law like FCRA for background 
checks already has similar requirements. Companies like IBM and FedEx have 
provided due process to workers for decades, even outside a union context. And 
Seattle and Minnesota have enacted comparable requirements for app-based gig 
workers, with platform operations able to adapt.

The principle of meaningful human oversight commands broad public support 
at a time of high levels of worker fear around how AI is going to affect their lives. 
The workers who need this protection are already living in an algorithmically 
managed workplace. They are not waiting for the technology to arrive, but they 
are waiting for the law to catch up.
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Appendix: Legislation

Three kinds of legislation now address algorithmic management, arising from different starting 
points but converging on the same core protections. Human-oversight bills place a person with 
authority between an automated system and a consequential employment decision. Gig-worker 
deactivation laws focus on the platform economy, and a newer set of ADS and anti-discrimination 
laws regulates automated decision systems primarily through transparency. The table below 
provides examples from each category and scores each law against the five elements of the 
framework set out in Section II. This reflects the state of the law as of July 2026.

Columns below track the five framework elements: human ownership of the decision, notice and 
transparency, data access, appeal (backed by a private right of action, “PRA”), and anti-retaliation. 

  =  present   |   ◑  =  partial or qualified   |   —  =  absent

Law
Jurisdiction/ Status 
(as of July 2026)

SB 9471 California—passed Senate May 
2026; pending in Assembly

H.R. 63712 Federal/House—
introduced Dec 2025

S.48833 Federal/Senate—
introduced June 2026

Local Law 

524

New York City—
enacted 2026, enjoined

Ordinance 

1268785

Seattle—enacted 2023, 
in effect

§ 181C.046 Minnesota—enacted 
2024, in effect

Human 
Ownership

Gig-worker deactivation laws

Human-oversight bills (No Robo Bosses model)





Notice









Data 
Access









Appeal/ 
PRA

◑







Anti-
Retaliation



◑

◑

◑

◑

 —

◑

◑

 — ◑ ◑  —






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1  Human review before discipline, termination, or deactivation; advance notice; data access; appeal process; private 
right of action. 

2  Notice; data access; formal appeal; private right of action with $5,000–$20,000 statutory damages per violation; no 
forced arbitration. Required pre-deployment testing and post-use impact assessment, as well as ability of worker to 
opt out of being managed by an ADS.

3  Key differences from House bill include stronger human ownership requirement (decision may not be 
“predominantly” made by ADS as opposed to “exclusively” in House bill), but no post-use notice, required appeal, or 
data access.

4  Just cause, 14 days’ notice, progressive discipline, data access, and a challenge process before deactivating app-
based drivers.

5  Bars deactivation on ratings alone; just cause by a preponderance of the evidence; 14 days’ notice and record access; 
90-day human-review window.

6  Written deactivation policies and reasons; 30-day appeal window with a 15-day company response deadline; 
platform-contracted driver advocacy organizations provide free representation; external reviewer permitted where 
none is available in-house.

7  Notice, appeal-to-human-review after adverse decisions, and data-correction rights, but no pre-decision human-
oversight mandate. AG-only enforcement, no private right of action.

8  Amends the Illinois Human Rights Act: notice of AI use required and AI-driven discrimination barred (including 
ZIP-code proxies), but no oversight, data-access, or appeal mechanism. Enforced through the IHRA, which permits a 
civil action in circuit court.

9  Pre-use notice; use of an automated tool is no defense to a discrimination claim. No pre-decision oversight mandate 
and no private right of action for the notice provisions (AG-only).

Law Jurisdiction/ Status
Human 

Oversight Notice
Data 

Access
Appeal/ 

PRA
Anti-

Retaliation

SB 24-2057 Colorado—amended 
2026 (eff. Jan. 2027)

 

HB 37738 Illinois—enacted 2024, 
in effect

SB 5 (CART 

Act)9

Connecticut—enacted 
2026 (eff. Oct 1, 2026)

ADS / anti-discrimination laws

◑

◑ ◑ —  —

 — —

 —

◑

◑  —  —  —
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